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1. Introduction
The non-linear chaotic nature of the climate system makes dynamical climate model
forecasts sensitive to small perturbations introduced by both the initial state of
forecasts, and variations in model formulation. Thus, individual forecasts with one
fixed model are of limited value. Instead, ensembles of forecasts are used to assess
the range of possible evolutions of future climate on a range of timescales. Four main
techniques to represent model uncertainties and generate ensembles for seasonal-
to-decadal (s2d) forecasting have been explored in the ENSEMBLES stream 1
simulations over the first 30 months of the project:

1) Uncertainties in the initial conditions of each single model are accounted for by
generating an ensemble of slightly different atmospheric and ocean analyses
(Palmer, 2000). The perturbations of the initial conditions are either of an optimal
statistical nature or based on insight into the dynamics of the physical system.

2) Model error in forecasts occurs because climate models cannot in principle
simulate every single aspect of the climate system with arbitrary detail. The multi-
model method partially samples errors that occur due to structural inadequacy in
individual climate models (e.g. different model formulations and approximations,
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systematic biases) by using different coupled models (Palmer et al., 2004). This
approach relies on the fact that global climate models have been developed
somewhat independently at different climate institutes, using different numerical
schemes to represent the dynamics and applying different parameterizations of
physical processes.

3) There are uncertainties in the specification of the parameters that are used in the
parameterizations in climate models. Many of the physical parameters in the
models either do not have a direct equivalent in the real climate system, or their
numerical values are not precisely known. By perturbing these parameters within
a single model, errors in specific model formulations can be accounted for
(Murphy et al., 2004; Stainforth et al., 2005).

4) Due to the coarse finite spatial resolution of our climate models, the
representation of processes on spatial scales smaller than the truncation scales
and their feedback on larger scales remains subject to considerable uncertainty.
The impact of unresolved scales can be approximated by stochastic
perturbations of the physical tendencies in the model (Palmer, 2001; Shutts,
2005).

In s2d forecasting, the combination of the initial-condition ensemble methodology (1)
with the multi-model concept (2) leads to the multi-model ensemble approach.
Together with the perturbed physical parameter (3) and stochastic
parameterisation (4) strategies it forms the basis of the ensemble prediction
system on seasonal, interannual and decadal time scales.

Previous reports prepared within ENSEMBLES (Milestone M1.2 and Major Milestone
MM1.2) already gave a preliminary assessment of the relative merits of the three
approaches to representing model uncertainty in s2d forecasts. They can be
downloaded from the RT1 web site at http://www.ecmwf.int/research/EU_projects/
ENSEMBLES/gen_info/milestones/index.html. Thus, the present report, after
summarizing the experimental set-up of the stream 1 s2d simulations in Section 2,
focuses on documenting the progress and updated results which became available
since the writing of these last reports. The multi-model and stochastic
parameterisation approaches are assessed in Sections 3 to 5. The evaluation now
also includes some diagnostics in terms of probabilistic skill assessment and
potential economic value (Section 4). An assessment of the first decadal integrations
as part of stream 1 is presented in Section 5. The perturbed physics approach, for
which decadal hindcasts were performed for all 22 stream 1 start dates, is assessed
separately in Section 6, while a summary and outlook on future work are given in
Section 7.

2. Experimental set-up of the stream 1 s2d hindcast simulations

A coordinated set of forecast experiment of s2d ENSEMBLES integrations, labelled
“stream 1”, has been performed for all three approaches. In this experiment, the
following 9-member ensemble integrations were specified:

 Seasonal: 7 months long, 1st of May start date, 1991-2001 period.
 Annual: 14 months long, 1st of November start date, 1991-2001 period.
 Decadal: two 10-year integrations, 1st of November 1965 and 1994 start

dates
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The forecast systems being used in the experiments are IFS/HOPE and IFS/HOPE
CASBS (ECMWF), GloSea, DePreSys_ICE and DePreSys_PPE (METO-HC),
ECHAM5/MPIOM (IfM-GEOMAR Kiel) and ARPEGE/OPA (CNRM). All of these
contributed to seasonal and annual hindcasts. Here, initial condition ensembles from
IFS/HOPE, GloSea, DePreSys_ICE, ECHAM5/MPIOM and ARPEGE/OPA constitute
the multi-model ensemble. Perturbed physics simulations have been performed with
DePreSys_PPE, whereas the stochastic physics approach is implemented in the
IFS/HOPE CASBS model. With the exception of the ECHAM5/MPIOM model, all the
above models also contributed to the first decadal hindcast experiments.
Descriptions of the different coupled forecasting systems are given in the
ENSEMBLES Deliverable D1.4 and the Major Milestone report MM1.2, both of which
can be downloaded from http://www.ecmwf.int/research/EU_projects/
ENSEMBLES/results/.

All simulations were carried out on ECMWF’ssuper-computers. Model output is
available either from the ECMWF mass storage system (MARS), or from a new
server for public data dissemination, which has recently been installed for
ENSEMBLES as Deliverable D2A4.3. This server is based on the OPeNDAP
(http://www.opendap.org) technology, which allows remote clients to access subsets
of the data sets. For more information and access to the server follow the link http://
www.ecmwf.int/research/EU_projects/ENSEMBLES/data/data_dissemination.html.

3. Updated forecast quality assessment of the seasonal and
annual hindcasts using deterministic measures

3.1 Sea surface temperature

Figures 1 and 2 show the mean sea surface temperature (SST) drift, or mean bias,
over the Niño4 region in the tropical west Pacific for the individual models in the
multi-model and the stochastic physics ensembles computed from the May and
November start dates over the 11-year hindcast period 1991-2001. The drift is
estimated as a function of lead time and calendar month from the difference between
model hindcast values and verification for a set of reference years. This bias is then
used later to correct the model output and produce corrected absolute SST forecasts.
The Niño4 region has been selected for demonstration purposes because the tropical
Pacific is of primary importance when trying to forecast the climate on seasonal and
annual time scales. A more comprehensive collection of similar diagnostics for
different global oceanic regions is available to download from http://www.ecmwf.int/
research/EU_projects/ENSEMBLES/results/plots_seasonal.html. If not stated
otherwise, ERA-40 re-analysis was taken as verification in all the following analyses.

As can be seen from Fig. 1 and 2, most of the models in the multi-model develop a
slightly cold drift in SSTs for both start dates, whereas one of the models tends to
produce warmer than observed absolute SSTs. For all models the drift is smaller for
the simulations starting in November rather than those starting in May.
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Figure 1: Mean SST drift (upper subpanels) and absolute SST values (lower
subpanels) over the Niño4 region for hindcasts starting on 1st May (up to 7 months)
over the period 1991-2001. The dashed black line indicates the verification
climatology. The coloured curves for the multi-model show the biases from the
individual models. The drift of the IFS/HOPE model with stochastic physics is shown
in red on the right-hand side, whereas the blue curves indicate the performance of
the IFS/HOPE model in control configuration without any stochastic physics for
comparison.

multi-model stochastic physics

multi-model stochastic physics
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Figure 2: As Fig.1 but for hindcasts starting on 1 November (up to 14 months).

The stochastic physics ensemble tends to drift towards a warmer state in the Niño4
region. Because of the fact that the stochastic physics approach is only followed by
one of the coupled model forecast systems (IFS/HOPE), the performance of the
control mode of that model, that is, without stochastic physics, is also be shown in
the figures for comparison. It happens to be the case that the IFS/HOPE model is the
one single model in the multi-model ensemble which generates the strong warm bias
over the tropical Pacific. From this point of view it is somewhat suboptimal that the
stochastic physics approach is implemented only in that particular model. In the light
of the relatively strong SST drift over the western tropical Pacific in the control set-up
of the IFS/HOPE mode (blue lines), the reduction of the mean drift with stochastic
physics (red lines) seems an improvement, even if the overall drift in the tropical
Pacific SSTs is still larger than for most of the multi-model members. The
improvement is more distinct for the May start dates compared to the November start
dates. Qualitatively similar results have been found for the Niño3.4 (central tropical
Pacific) and Niño3 (eastern tropical Pacific) regions.

In general it can be concluded that the multi-model ensemble SST drift for many of
the world oceans is smaller than ±1 degree C over the forecast range of up to 14
months. Although the stochastic physics simulations drift to a larger extent (up to +3
degrees C in the tropical Pacific), some regional improvements of CASBS over the
control version in terms of SST drift were found.

An assessment of the performance of the two approaches in terms of deterministic
SST forecast skill of anomaly forecasts is presented in Fig. 3 and 4. They show, in
the upper subpanels, the evolution over lead time of the ensemble mean root-mean
squared error (RMSE) for the Niño4 SSTs as compared to a simple persistence
reference forecast plus the ensemble spread measured as the standard deviation of
the ensemble. The lower subpanels show the ensemble mean anomaly correlations
coefficient (ACC) over lead time vs the ACC of a persistence forecast. To issue a
forecast anomaly, the bias-corrected absolute values are referenced against the
ERA-40 climatology for the 1971-2000 base period.

The evolution of the SST RMSE over lead time shows different slopes depending on
the season when the simulations were started. For the example shown, RMS errors
grow faster for the forecasts starting in May than those starting in November. For the
spring start dates (Fig. 3), both approaches perform better than the persistence
reference forecasts in the Niño4 region. The errors in the multi-model and the
stochastic physics ensemble are roughly similar (approx. 0.5 degrees C after 7
months). The ensemble spread, however, is much smaller for the stochastic physics
than for the multi-model. For the November start dates, both approaches perform
worse than persistence for months 3-7, but not thereafter. Here the RMSE in the
stochastic physics simulations appear to be slightly larger than the corresponding
multi-model forecast errors. The amplitudes of the errors in the multi-model and
stochastic physics approaches are comparable, being less than 1 degree C after 14
months.

For a good forecast system, the ensemble spread would be expected to
approximately match the forecast error. As can be seen from Fig. 3 and 4, this is best
achieved for the multi-model for both start dates. The stochastic physics ensemble is,
in general, under-dispersive for both set of simulations.
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Figure 3: Hindcast skill of the Niño4 SSTs for May start dates. The upper subpanels
show the ensemble mean RMSE (red solid line) and the ensemble spread (red
dashed line) over lead time. The RMSE of a simple persistence forecast (black
dashed line) is given as a reference. The lower subpanels show the ACC. For
comparison, the blue curves in the stochastic physics plots indicate the performance
of the IFS/HOPE model in control configuration without any stochastic physics.

Figure 4: As Fig. 3 but for hindcasts starting on 1 November.

multi-model stochastic physics

multi-model stochastic physics
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The ACC results confirm the above findings in so far that for the May start dates the
ensemble hindcasts obtained by both ensemble construction approaches outperform
a simple SST persistence for most lead times (ACC~0.75 at 7 months lead time).
Qualitatively this is also true for some of the longer lead times (months 9-14) for the
multi-model ensemble starting in November, but not for CASBS starting in
November.

Summarizing the SST hindcast skill from different oceanic regions reveals that, for
the May start dates, both methodologies to sample model uncertainty perform
roughly equally well in terms of RMSE, with the multi-model clearly showing a better
fit between the RMSE and ensemble spread. The stochastic physics scheme has, if
compared with the control no-stochastic-physics version of the IFS/HOPE model, a
positive impact on the SST hindcast skill in the eastern and central tropical Pacific.
Here a simultaneous reduction in RMSE and an increase in ensemble spread were
found. The too little spread in the stochastic physics ensemble, however, is the most
obvious difference between the two approaches discussed here.

An impression of the global distribution of the ACC and the ratio of the ensemble
spread to the ensemble mean RMSE for near-surface temperature is given in Fig. 5.
It can be seen that the ACC is positive over most regions for both sets of ensemble
hindcasts, with the multi-model indicating larger areas of ACC significantly different
from zero, especially over the tropical Pacific, the tropical and Northern Atlantic and
some continental areas. The stochastic physics ensemble is under-dispersive not
only over the tropical Pacific, as discussed above, but also over most oceanic and
some continental regions. On the contrary, the ratio of the multi-model spread to its
RMSE is significantly larger than 1 (indicating a too large spread compared to the
ensemble mean error) for some areas over North and South America, India, South-
East Asia, and some tropical ocean basins.

Figure 5: ACC (top row) and ratio of spread to RMSE (bottom row) for the seasonal
anomalies of 2m temperature in the forecast range 5 to 7 months (SON) of the May
start date hindcasts. The black dots indicate those grid points where the ACC (ratio
spread to RMSE) is significantly different from zero (one) with 95% confidence.

multi-model stochastic physics
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3.2 Precipitation
The precipitation hindcasts in terms of mean drift in the Niño4 region are shown in
Fig. 6 and 7. They indicate a dry drift for most of the individual models in the multi-
model ensemble of up to -5 mm/day. The model, which developed a rather strong
warm bias in the SSTs (cf Fig. 1 and 2), also tends to drift towards a wetter state over
the western, central and eastern tropical Pacific. The stochastic physics simulations
are too dry in the first few months of the simulations (approx. -3 mm/day) and get
wetter (approx. +2 mm/day) afterwards. Again, there is some improvement of CASBS
versus the control version of the IFS/HOPE model.

Figure 6: Mean precipitation drift and absolute precipitation values over the Niño4
region for hindcasts starting on 1st May (up to 7 months) over the period 1991-2001.
The dashed black line indicates the verification climatology. The coloured curves for
the multi-model show the biases from the individual models. The drift of the
IFS/HOPE model with stochastic physics is shown in red on the right-hand side,
whereas the blue curves indicate the performance of the IFS/HOPE model in control
configuration without any stochastic physics for comparison.

The conclusions from the analysis of more oceanic regions are that the multi-model
approach tends to simulate too dry conditions over the seasonal and annual forecast
ranges, whereas the too wet conditions with CASBS are consistent with the above
mentioned warmer SSTs in the stochastic physics approach. The stochastic physics
ensemble simulates similarly well, or better, than the multi-model over the tropical
west Pacific and the extratropical North Atlantic, but worse in the eastern basin of the
tropical Pacific. Plots of regional details can be found at http://www.ecmwf.int/
research/EU_projects/ENSEMBLES/results/plots_seasonal.html.

multi-model stochastic physics
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Figure 7: As Fig.2 but for hindcasts starting on 1 November (up to 14 months).

Deterministic hindcast skill estimates of precipitation for start dates in May and
November in terms of RMSE and ACC over the Niño4 region are displayed in Fig. 8
and 9. These results over the western tropical Pacific indicate, in general, small
differences in RMSE for the multi-model and stochastic physics ensembles. For the
May start dates, the stochastic physics ensemble generates a larger error than the
multi-model after 1 month of the start of the integrations, but comes back to about the
same value of approx. 2.5 mm/day after 7 months. For the simulations started in
November, the evolution of the errors in the two systems is rather similar (4 mm/day
after 14 months). The best spread-error match is found in the simulations performed
with the multi-model ensemble; CASBS has too little spread, especially for the spring
start dates. The ACC for most of the lead times in both approaches is above the skill
of the persistence forecast.

Equatorial Atlantic precipitation is an exceptionally difficult feature for dynamical
models to simulate correctly, even on a time-scale of a few days with an atmosphere-
only model forced by observed SSTs. Thus it is not surprising that the coupled
hindcasts, for the rainy months April-May, are particularly poor. It is found that both
approaches experience the same problems here leading to large peaks in the RMSE
(plots not shown here, but are available at http://www.ecmwf.int/research/
EU_projects/ENSEMBLES/results/plots_seasonal.html).

multi-model stochastic physics
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Figure 8: Hindcast skill of Niño4 precipitation for May start dates. The upper
subpanels show the ensemble mean RMSE (red solid line) and the ensemble spread
(red dashed line) over lead time. The RMSE of a simple persistence forecast (black
dashed line) is given as a reference. The lower subpanels show the ACC. For
comparison, the blue curves in the stochastic physics plots indicate the performance
of the IFS/HOPE model in control configuration without any stochastic physics.

Figure 9: As Fig. 8 but for hindcasts starting on 1 November.

multi-model stochastic physics

multi-model stochastic physics
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For almost all of the analysed tropical oceanic regional means and lead times the
dynamical hindcasts of precipitation outperform the simple persistence forecast in
terms of RMSE and ACC. Even over the extratropical oceans, where less
predictability is to be expected a priori, the precipitation forecasts from the two
dynamical approaches are comparable to the statistical one. CASBS leads to
improvements in terms of a reduction in RMSE and better matches of the ensemble
spread over the tropical Pacific for May start dates if compared to the IFS/HOPE
control integrations.

Some benefits of the stochastic physics approach are also found in reducing
systematic errors in tropical precipitation, mid-troposphere geopotential height and
Northern Hemisphere extratropical blocking activity. These impacts have already
been documented in some detail in previous ENSEMBLES reports (M1.2 and MM1.2,
which can be found at http://www.ecmwf.int/research/EU_projects/ENSEMBLES/
gen_info/milestones/) and will thus not be repeated here.

Global maps of the ACC and the spread-to-RMSE ratios for precipitation hindcasts
started in May and targeting the period September-to-November are shown in Fig.
10. Little spatial coherent structure can be found in the ACC, with a few exceptions
over the tropical Pacific, the Indonesian warm pool area and the Caribbean for both
the multi-model and the stochastic physics ensemble. The spread-RMSE-ratios
indicate that the multi-model spread is larger than the ensemble mean RMSE over
large parts of Asia and the central Pacific. The stochastic physics ensemble, in
contrast, is under-dispersive over the tropical Indian and Pacific Oceans, while its
spread exceeds the RMSE especially over the Artic.

Figure 10: ACC (top row) and ratio of spread to RMSE (bottom row) for the seasonal
anomalies of precipitation in the forecast range 5 to 7 months (SON) of the May start
date hindcasts. The black dots indicate those grid points where the ACC (ratio
spread to RMSE) is significantly different from zero (one) with 95% confidence.

multi-model stochastic physics
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4. Forecast quality assessment of the seasonal and annual
probability hindcasts

Given the large number of uncertainties involved in seasonal and interannual
forecasting, probabilistic predictions are the natural framework to deal with the
different possible scenarios. Probability forecasts for a specific event are defined as
the proportion of ensemble members that can be found within a certain range given
by pre-defined thresholds. Although this is a very simple method to estimate the
forecast probability of a hindcast event from an ensemble, it has proved very efficient
in the past. However, several partners plan to undertake the design of more
sophisticated calibration/combination methods that should refine the probability
estimation.

The probability forecasts have been calculated using model anomalies. Both model
and reference anomalies have been computed in a linear way with respect to their
own climatologies. This implies that the assessment does not take into account the
individual model’ssystematic error, which is supposed to be robustly estimated and
removed with a relatively small sample. The event thresholds were obtained from the
anomalies, separately for each model and the reference. This strategy should
minimize the impact on the forecast quality estimates of systematic errors in model
variability.

The forecast quality measures for dichotomous events that have been estimated are:
the attributes (also known as reliability) diagram, the Brier skill score and its
decomposition in reliability and resolution terms, and the ROC skill score or
standardized ROC area under the curve. The contingency table required to compute
these scores was computed by pulling together (not averaging) the forecasts from all
the points of predefined regions over the 1991 to 2001 stream 1 period. This provides
more robust estimates than when spatially averaged anomalies are assessed. It is
also a more stringent measure of skill as the correct spatial anomaly pattern is also
sought for. The reference score to calculate the skill scores has been taken from a
simple climatological forecast in all cases.

The top row in Fig. 11 shows the attributes diagrams for predictions of seasonal
temperature anomalies above the upper tercile over the tropical band. The diagram
displays the frequency of occurring events when they have been forecast with a
certain probability. In practice, the forecast probabilities are binned in discrete
intervals of the same width, the representative probability of a specific bin being an
average of all the forecast probabilities included. The size of the solid dot indicates
the size of the sample used for a specific bin. The lead time is 1 month and the start
date the first of May. It illustrates one of the advantages of the multi-model over the
stochastic physics approach in this experiment, namely that the former is more
reliable (measured in terms of the slope of the reliability curve) than the latter. This
translates into a higher reliability skill score (0.981 vs 0.929) and Brier skill score
(0.191 vs 0.102) of the multi-model with respect to the stochastic physics. The ROC
skill score is significantly positive at the 95% confidence level and high in both cases
(0.535 vs 0.474). The significance has been computed using a bootstrap method with
1000 samples. The high discrimination power in both forecast systems suggests that,
with an efficient calibration method, the differences might be marginal.

The bottom row of Fig. 11 illustrates the results for predictions of winter precipitation
over the northern extratropics. Even if it is a different region, start date and variable,
the multi-model is again more reliable than the stochastic physics. However, as in the
previous case, the ROC skill score is not very different between the two systems
(0.164 vs 0.112) and it is statistically significant with 95% confidence in both cases.
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Another important difference between both systems is the sharpness, or variance of
the forecast probabilities. A good probability forecast system is expected to have high
reliability and resolution with, at the same time, a large variance of the forecast
probabilities (or high sharpness) While the multi-model reduces the sharpness as
compared to the stochastic physics, the latter forecasts are sharper, as indicated by
the higher number of large dots far from the average probability. This implies that
part of the gain of reliability of the multi-model is achieved by hedging the forecasts
towards the average probability, which in this assessment is close to the
climatological frequency of the event.

Figure 11: Attributes diagrams for predictions of seasonal anomalies above the
upper tercile over the tropical band (temperature, 30°N-30°S, top row) and the
northern extratropics (precipitation, north of 30°N, bottom row) for the multi-model
(left) and the stochastic physics (right). The lead time is 1 month and the start date
the first of May for the tropical hindcasts and November for the Northern Hemisphere
ones. The size of the red dots is proportional to the number of probability forecasts
included in each of the nine probability bins. The blue lines correspond to the
average probability (vertical) and the climatological frequency of the event
(horizontal). The dashed grey line delimits the areas where the predictions are skilful
in the sense of the Brier score: predictions with points above the line to the right of
the average probability and below the line to the left of it contribute positively to the
Brier skill score.

Both systems display a large spatial variability of the skill, which should warn the user
when employing spatially averaged skill estimates for making decisions. Fig. 12

stochastic physicsmulti-model
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depicts the spatial distribution of the Brier skill score for predictions of anomalies of
late boreal summer temperature above the upper tercile. The patterns of skill bear
some resemblance concentrating mainly over the oceans with some skill in common
over the continents (e.g., North America and South-East Asia). The multi-model
seems to have a slightly smaller number of grid points with negative skill over the
continents.

Figure 12: Brier skill score for predictions of late boreal summer (ASO) seasonal
anomalies of temperature above the upper tercile for the multi-model (top) and the
stochastic physics (bottom). The lead time is 3 months and the start date the first of
May. The black dots indicate those grid points where the Brier skill score is
significantly different from zero with 95% confidence.

The higher skill of the multi-model is mainly the consequence of a better reliability
over these areas, although the multi-model resolution is also superior (not shown).

multi-model

stochastic physics
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The corresponding maps of sharpness (Fig. 13) illustrate the comment made in the
previous paragraph, with the stochastic physics having a larger variance than the
multi-model. However, part of this desirable feature might be lost in a calibration
process undertaken to correct for the lack of reliability of the stochastic physics
forecasts.

Figure 13: As in Fig. 12, but for the sharpness.

The features mentioned above are also valid for different start dates and lead times.
As an example, Fig. 14 shows the Brier and ROC skill scores over lead time for
predictions of anomalies of temperature above the upper tercile over the northern
extratropics for different start dates. The typical decrease of skill with lead time is
evident. While the multi-model is, on average, better than the stochastic physics
system, the 95% confidence intervals overlap in most of the cases. Furthermore, the

multi-model

stochastic physics
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differences for the first month are virtually negligible, which points at the good
qualities of the ocean analysis used at ECMWF to initialize the ensemble.

Figure 14: Brier (left) and ROC (right) skill scores for predictions of anomalies of
temperature above the upper tercile over the northern extratropics for the multi-model
(green) and the stochastic physics (blue). The black dot is for the sample value while
the vertical bars indicate the 95% confidence intervals. The horizontal axis displays
the start month and the averaging time (in months) of the anomalies. The
contingency table required to compute the scores was computed by pulling together
(not averaging) the hindcasts from all the points of predefined regions over the 1991
to 2001 period.

Forecast quality for smaller regions shows that the superior performance of the multi-
model can not be generalized. Fig. 15 displays the ROC skill score over Europe (35°-
75°N, 12.5°W-42.5°E) for seasonal anomalies of temperature, precipitation and
mean sea level pressure above the upper tercile. While the best forecast system
depends on the start date and lead time for temperature, skill scores for precipitation
and mean sea level pressure are very often lower for the multi-model than for the
stochastic physics. However, given the size of the confidence intervals, it will be
difficult to assert that the differences are statistically significant.

Figure 15: As Fig. 14, but for the ROC skill score over Europe (35°-75°N, 12.5°W-
42.5°E) for seasonal anomalies of temperature (top left), precipitation (top right) and
mean sea level pressure (bottom) above the upper tercile.

The annual hindcasts started in November offer an innovative view of the skill of
seasonal anomalies for longer ranges. Fig. 16 shows the Brier skill score for tropical
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precipitation and North American (30°-70°N, 130°-60°W) temperature seasonal
anomalies above the upper tercile. The significantly positive skill of tropical
precipitation up to month 6 and the consistent positive values (though not all
significant) of North American temperature for the multi-model are encouraging. The
stochastic physics simulations hardly show any positive skill here after month 6. The
performance of the stochastic physics in terms of Brier skill score is seriously
hampered by the small ensemble size. In fact, the corresponding ROC estimates
(which do not depend on the reliability of the system) are much more optimistic and,
in almost every case, statistically significant up to forecast range 8 to 10 months (not
shown).

Figure 16: As Fig. 14, but for the Brier skill score over the tropical band (30°S-30°N,
left) and over North America (30°-70°N, 130°-60°W, right) for seasonal anomalies of
precipitation (left) and temperature (right).

5. Assessment of the first decadal integrations
Several 10-year long experiments were carried out within stream 1. The IFS/HOPE,
GloSea and ARPEGE/OPA models each completed 9-member initial condition
ensemble simulations starting in 1 November 1965 and 1994 as part of their
contribution to the decadal multi-model ensemble. The two DePreSys versions
DePreSys_ICE and DePreSys_PPE have run a set of decadal experiments, also with
9 ensemble members each, over the forecast period 1991 to 2001 starting twice
every year on 1 May and 1 November. Furthermore, IFS/HOPE CASBS was run with
9 initial condition ensemble members for the 1965 and 1994 start dates.
Consequently, there is one common hindcast simulation for all approaches, the multi-
model, the perturbed physics and the stochastic physics ensembles starting in
November 1994. Thus the focus of the below assessment will be on these
experiments. Here all model results are presented as absolute values, whereas
results for DePreSys in Section 6 are assessed as anomalies relative to the model
climate.

During the last couple of months it was found that the two sets of simulations
performed with the IFS/HOPE model (IFS/HOPE control and IFS/HOPE CASBS) had
a bug in the prescription of the albedo, which corrupted especially the long multi-
annual integrations. They had to be repeated. The results presented below for
IFS/HOPE control are now based on these new albedo-bug fixed simulations. The
runs using the stochastic physics scheme CASBS, however, have not yet been
repeated by the time of writing. Thus, an assessment of these results can only be
given at a later time.

Fig. 17 shows the hindcast over 10 years of the global annual mean near-surface
temperature in the multi-model ensemble starting in 1994. Here the absolute
temperature values are shown, which indicate a substantial drift towards a too warm
state for the ARPEGE/OPA model (+3.5 K after 10 years) and towards a too cold
state for the IFS/HOPE model (-1.5 K after 10 years). The GloSea and
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DePreSys_ICE model ensemble follow rather closely the ERA-40 verification (±0.5 K
over the whole period). The warm bias of the ARPEGE/OPA model in general
manifests itself stronger over the ocean (+4 K) than over land (+2 K) and is more
pronounced over the Southern Hemisphere (SH). The cold bias in the IFS/HOPE
model is largest over Northern Hemisphere land areas and smaller over the oceanic
regions in the SH (plots are not shown here, but can be downloaded from the
ENSEMBLES RT1 web site at http://www.ecmwf.int/research/EU_projects/
ENSEMBLES/results/plots_decadal.html). Further research is needed to detect the
physical mechanisms which cause the substantial drifts of some of the models.

It would be desirable in Fig. 17 to remove the effects of climate drift of the individual
models in order to isolate any potentially predictable long-term anomalous signal
associated with the initial conditions. This can only be done if hindcast climatologies
estimated from a large set of hindcasts would be available, which is, however, with
the currently very limited set of experiments in stream 1, in general not the case. Due
to this, the multi-model spans a very large range of predicted temperatures.

Figure 17: Global annual mean near-surface temperature for the decadal hindcasts
starting in 1994 for the initial condition ensemble members of the multi-model

Similar plots as in Fig. 17 are shown in Fig. 18 for the annual mean near-surface
temperature over Northern Europe land areas. Here, Northern Europe is defined
following the standard land region in Giorgi and Francisco (2000). It can be seen that
the ensemble system captures the verification well. Interestingly, the model with the
unrealistic warm drift on global scales is the only one in the multi-model ensemble
which simulates the observed warming over Northern Europe around the turn of the
millennium correctly. Also note that, although initialised with analysed fields, almost
all the model simulations already get too cold during the first year of the hindcast.

Figure 18: As Fig. 17, but for Northern European land areas.

The impact of the model drifts become more pronounced over other land regions, like
North America or Africa. These regional analyses are not shown here, but are
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available via http://www.ecmwf.int/research/EU_projects/ENSEMBLES/results/
plots_decadal.html.

Fig. 19 shows as an example the hindcasts for SSTs in the Niño4 region starting in
1994 for the multi-model ensemble. The quantities displayed are monthly differences
of the individual hindcasts from the observed long-term climatology in colour and
observed anomalies with respect to that climatology in black. The above mentioned
problems with strong drifts in some of the models are apparent. IFS/HOPE simulates
the first 18 months or so fairly well, but gets too cold afterwards with a mean
difference of almost -2 K near the end of the hindcast. ARPEGE/OPA develops a
warming trend, which lead to a difference of approximately +2 K after 10 years.
GloSea and DePreSys_ICE do not show any obvious trends away from the observed
anomalies. The multi-model variability and spread is, in principle, large enough to
assign some non-zero probability to the occurrence of warm ENSO events similar to
that of 1997/98. Results from more oceanic regions are available at
http://www.ecmwf.int/research/EU_projects/ENSEMBLES/results/plots_decadal.html.

Figure 19: SST hindcast for the Niño4 region in the initial condition multi-model
ensemble. The values shown are differences between the individual hindcasts and a
long-term observed climatology (thin coloured lines) and observed anomalies with
respect to a long-term climatology (thick black line). The individual models
correspond to the following colours: IFS/HOPE in red, GloSea in blue, ARPEGE/OPA
in green and DePreSys_ICE in orange.

6. Seasonal to decadal hindcasts using DePreSys

During the stream 1 phase of ENSEMBLES, METO-HC has developed its system for
seasonal to decadal prediction (DePreSys, based on the HadCM3 climate model).
Decadal hindcast ensembles were run for each of the 22 stream I start dates, using a
configuration of HadCM3 updated to include a fully interactive sulphur cycle scheme
and flux adjustments to limit the development of sea surface temperature and salinity
biases. One set of 9 member ensemble hindcasts (DePreSys_ICE) was created by
perturbing the initial conditions of a configuration of HadCM3 using standard settings
for model parameters controlling surface and atmospheric sub-grid scale processes.
A second set of “perturbed physics” hindcasts (DePreSys_PPE) was produced by 
creating 9 member ensembles consisting of the version with standard settings plus
eight versions distinguished by multiple perturbations to these parameters. These
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model variants were a subset of those used in perturbed physics centennial climate
change simulations in RT1, chosen to span a wide range of model behaviour in terms
of climate sensitivity and ENSO amplitude.

The hindcasts were initialised by assimilating analyses of observed fields of
temperature and salinity (ocean), and surface pressure, potential temperature and
horizontal winds (atmosphere) on each model level. Ocean analyses were obtained
by four-dimensional multivariate optimal interpolation of salinity and temperature
observations, using covariances obtained from HadCM3 (Smith and Murphy, 2007).
Atmospheric analyses were obtained from ERA40. The data were assimilated as
anomalies relative to the model climate, in order to minimise climate drift during
subsequent hindcasts. Both the assimilation and hindcast integrations included time-
varying radiative forcing derived from observed changes in well-mixed trace gases,
ozone, sulphate and volcanic aerosol. The solar irradiance and volcanic aerosol
would not be known accurately in advance in operational forecasting, so in hindcasts
solar irradiance was estimated by repeating the previous 11 year solar cycle, while
volcanic aerosol was specified to decay exponentially from the value at the start of
each hindcast with a time scale of one year.

In Major Milestone 1.2 (MM1.2), we reported on a full set of DePreSys_PPE
simulations covering all 22 start dates. However, two errors were found with the
initialisation of those experiments: firstly, the assimilation integrations used the
dataset of solar and volcanic forcing intended for the hindcast runs, and secondly,
the atmosphere assimilated only surface pressure. The DePreSys_PPE simulations
were therefore re-run, with those errors corrected. Unfortunately, it has since been
found that the new simulations were also incorrectly initialised, because the wrong
model climatologies were used when adding observed anomalies onto the model
climate to form values to assimilate into the atmosphere. This led to an unrealistically
large spread in the PPE initial conditions, and large and spurious adjustments during
the hindcasts. These integrations will be corrected and re-run.

In this report, we therefore concentrate on results from the DePreSys_ICE ensemble.
We now have a full set of stream 1 simulations available for analysis, and update the
preliminary results presented in MM1.2, which reported on only four of the 22 start
dates. Results are compared against an earlier perturbed initial condition version of
DePreSys (see Smith et al., 2007), which does not employ flux adjustments. This
version is hereafter referred to as DePreSys_Orig. The DePreSys_Orig hindcasts
considered here consist of four member ensembles initialised by lagging the hindcast
start date by 0,1,2 and 3 days, for start dates of 1st June and 1st December, 1991-
2001. The DePreSys_ICE ensembles were created by lagging the start date by
0,1,2,…8 days, for start dates of 1st May and 1st November 1991-2001.

Fig. 20 shows the RMSE in ensemble-mean predictions of annually and globally
averaged surface temperature. In order to present a fair comparison, we form
ensemble means for DePreSys_ICE from the four members initialised 0-3 days prior
to the hindcast start date, thus using the same number of ensemble members in both
systems. Both DePreSys_Orig and DePreSys_ICE score substantially better than a
simple persistence forecast (Fig. 20, top panel), due to their ability to capture a
warming trend in response to the imposed external forcing. However, DePreSys_ICE
scores significantly worse than DePreSys_Orig beyond three years ahead, due to the
development of a warm bias with respect to the observations (Fig. 20, lower panel).
In general, such biases could be caused by errors in the imposed external forcing,
errors in the forced response (e.g. in climate sensitivity or ocean heat uptake
efficiency), or errors in predicting the component of global temperature variation due
to internal climate variability. Since both versions of DePreSys use the same version
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of the HadCM3 model physics, perhaps the most likely explanation is a difference in
forcing (DePreSys_ICE uses updated forcing datasets and an updated sulphur cycle
scheme), though this remains to be investigated. It is possible that the bias in
DePreSys_ICE would be different for different hindcast periods (for example, the
corresponding configuration of HadCM3 simulates the overall warming from the late
19th century to present day quite accurately, so we would not expect it to exhibit a
warm bias in all decades). This will be investigated in the stream 2 simulations.

Figure 20: RMSE of ensemble-mean hindcasts of annual mean global surface
temperature for 1-10 years ahead, averaged over all 22 stream 1 start dates (upper
panel). The red and blue curves show values for DePreSys_ICE and DePreSys_Orig
respectively, the blue shading denoting estimated 5-95% confidence limits for the
latter. The black curve shows the corresponding score for a persistence hindcast.
Lower panel shows the hindcast bias averaged over all start dates.

Figure 21: As Fig. 20 (upper panel), for ensemble-mean hindcasts of monthly Niño3
surface temperature for 1-12 months ahead.

The skill of hindcasts of Niño3 surface temperature is shown in Fig. 21. The
DePreSys_ICE scores are poorer than DePreSys_Orig up to four months ahead, but
are better beyond that point. The failure to beat persistence in the first month
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suggests that the initialisation of DePreSys_ICE could be improved, though we
currently know of no obvious bugs in the system (cf the DePreSys_PPE runs
described above). Removing the mean hindcast bias (not shown) removes the
difference in skill between DePreSys_ICE and DePreSys_Orig in month 1, though
the scores are still worse than DePreSys_Orig in months 2 and 3. In order to avoid
model biases, DePreSys is initialised with observed anomalies added to the model
climatology. In DePreSys_ICE the monthly climatology of atmospheric variables was
constructed from seasonally averaged data, whereas in DePreSys_Orig it was
computed directly from monthly data. The use of seasonal data to create monthly
climatologies from DePreSys_ICE is not ideal and might account for some of the loss
of short-range skill. This will be investigated in future experiments.

The skill of regional surface temperature for the first month of the hindcasts is shown
in Fig. 22. Skill is calculated using a centred anomaly correlation score, for regional
averages of surface temperature over 35x35 degree latitude-longitude boxes.
DePreSys_Orig (panel a) shows positive skill at most locations, with the highest
values occurring over the tropical and sub-tropical oceans. DePreSys_ICE (panel b)
shows lower skill in most regions (the differences in skill are shown in panel c),
strengthening the evidence that the initialisation of DePreSys_ICE needs to be
improved. Interestingly, when the DePreSys_ICE scores are calculated using all nine
ensemble members (panel d), its scores improve substantially, to the point where it
outperforms DePreSys_Orig in most regions. This demonstrates the importance of
sampling initial condition uncertainties through larger ensembles. The global means
of the regional scores are 0.51 (DePreSys_Orig), 0.32 (DePreSys_ICE based on four
members), and 0.58 (DePreSys_ICE based on nine members).

Figure 22: Anomaly correlation coefficient for ensemble-mean hindcasts of regional
surface temperature for the first month, verified against ERA40 reanalyses, for (a)
DePreSys_Orig, (b) DePreSys_ICE constructed from four ensemble members, (d)
DePreSys_ICE constructed from nine ensemble members. Panel (c) shows the
difference in skill between (b) and (a). Further details can be found in the text.
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Fig. 23 repeats the information of Fig. 22, for month 12 of the hindcasts. As
expected, skill levels are lower, although still positive in most parts of the world. At
this range, DePreSys_ICE and DePreSys_Orig show similar levels of skill on
average (global mean values are 0.24 and 0.23 respectively, based on four
members), with the mean score for DePreSys_ICE rising to 0.28 when nine members
are used. DePreSys_ICE generally performs better than DePreSys_Orig in tropical
regions (confirming the crossover in skill noted for Niño3 above), but not at higher
latitudes.

Figure 23: Anomaly correlation coefficient for ensemble-mean hindcasts of regional
surface temperature for month 12, verified against ERA40 reanalyses, for (a)
DePreSys_Orig, (b) DePreSys_ICE constructed from four ensemble members, (d)
DePreSys_ICE constructed from nine ensemble members. Panel (c) shows the
difference in skill between (b) and (a). Further details can be found in the text.
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7. Summary and outlook

The ENSEMBLES first generation ensemble system for climate prediction on
seasonal, interannual and decadal time scales has been developed. It includes three
different methods to tackle the problem of model uncertainty: the multi-model initial
condition ensemble technique, the perturbation of physical parameters and
stochastic parameterisations of sub-grid processes.

In order to compare the methodologically different approaches and to assess their
relative merits in an s2d framework, a set of common simulations (stream 1) was
defined, performed and analysed. In the updated analyses presented above, the
multi-model and the stochastic physics ensembles perform relatively similarly in
terms of SST RMSE for lead times up to month 14. Both these two forecasting
systems perform remarkably better for the SSTs on longer lead times than a simple
statistical forecast based on persistence. Spatial maps of temperature ACC skill
suggest that the skill is larger over the tropical oceans, and that the stochastic
physics generally underestimates the spread required to match the level of RMSE. In
terms of precipitation over the tropical Pacific, the RMSE of multi-model is smaller
than the corresponding one from the stochastic physics ensemble for the first two
months of the forecasts, but not thereafter. Again, the major benefit of the multi-
model, however, lies in the closer match between spread of the ensemble and
RMSE.

A large set of probabilistic scores indicates that the multi-model performs slightly
better than the stochastic physics system, although one should bear in mind that the
former has a substantially smaller ensemble size. The better performance of the
multi-model is a consequence of the increased reliability of the probability forecasts
(which can be understood as a consequence of the larger spread), but also is found
to be linked to a larger discriminatory ability between the occurrence of the events.
Interestingly, the annual integrations started in November have shown a relatively
high level of skill in both systems over many areas, mainly for temperature.

Benefits of the stochastic physics approach on seasonal time scales are found in
reducing the ensemble mean RMSE and increasing the ensemble spread when
compared to the control version of the corresponding coupled model In addition,
systematic errors in the forecasts of tropical precipitation, extratropical geopotential
height and the frequency of NH blocking events are found to be reduced.

A first set of decadal hindcasts have been produced by all models. The preliminary
quality assessments presented above highlight the non-stationary performance of the
systems and suggest that other systematic errors not being sampled may be
dominant (e.g., no coupled model is adequately representing all the key climate
processes including the quasi-biennial oscillation, the Madden-Julian oscillation and
the El Niño-Southern Oscillation). Furthermore, the hindcast sample is extremely
small so that a robust forecast quality assessment proves to be difficult.

It is planned to address the above mentioned questions in the second stage of the
ENSEMBLES s2d integration stream, called stream 2. This new set of hindcasts will
not only take into account a larger sample of start dates per year (1 February, May,
August and November) for seasonal and interannual integrations, but also cover the
much longer hindcast period 1960-2005 as well as more decadal runs. Details of the
stream 2 experimental set-up can be found at http://www.ecmwf.int/research/
EU_projects/ENSEMBLES/exp_setup/stream2.html.
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The stochastic physics ensemble simulations discussed in this report were performed
with IFS/HOPE (model cycle CY29R2) and use the Cellular Automaton Stochastic
BackScattering (CASBS) scheme after Shutts (2005) version 1.0. In the meantime,
further development on the CASBS scheme v1.2 has been going on. Once this work
will have been completed, we plan to re-run the stream 1 simulations and update the
results for the seasonal-to-annual hindcasts documented in this report. Also, the
decadal hindcasts will be done with CASBS v1.2. We expect these new simulations
to be finished by month 36.

As mentioned in Section 5, it was found that the treatment of the albedo in the
coupled set-up of the IFS/HOPE model was not correct for hindcasts longer than one
year. Thus, those stream 1 simulations which extend after 12 months will have to be
repeated. We plan to do this once the set-up of the new stochastic physics scheme
CASBS v1.2 will be ready for use in order to make sure that the same IFS model
cycle can be used for both the control and stochastic physics hindcasts.

Decadal simulations for all stream 1 start dates were carried out with an updated
vesion of the DePreSys system based on HadCM3. A set of ensemble simulations
sampling perturbed initial conditions (DePreSys_ICE) was analysed (see section 6),
showing that DePreSys_ICE passes several basic performance criteria, including an
ability to predict decadal temperature trends and seasonal to annual ENSO variations
better than persistence, and to predict regional monthly temperature anomalies with
skill in most regions at short lead times, and in some regions at longer lead times.
The results suggest that the initialisation needs to be improved to achieve or exceed
the level of short-range skill achieved by a previous version of the system, but also
that there is potential to improve on the performance of the previous system at longer
lead times, particularly in the tropics. Ensembles sampling uncertain model
parameters were also produced (DePreSys_PPE), however an error in the hindcast
initialisation was found, rendering these runs unsuitable for analysis. These
simulations will be corrected and re-run, along side an expanded set of stream 2
hindcasts.

Within ENSEMBLES, there is the opportunity to assess the forecasting problem
across different time scales: the s2d and the climate communities try to tackle the
prediction of monthly, seasonal, interannual, decadal and longer-range climate
fluctuations. At the moment, this is achieved by using separate forecasting systems
for the different time and spatial scales (global and regional) with not much cross-
linking and interaction between them. Recently, the need to explore the utility of
“seamless” prediction methods across weather and climate time scales has been 
increasingly proposed (World Climate Research Programme:
http://www.wmo.ch.web/wcrp/ClimatePrediction_index.html), because shorter time-
scales are known to be important in their feedback on the longer time scales. For
example, accurate representations of El Niño (La Niña) events in climate prediction
models are a key aspect of predictions of climate variability and change at the
decadal and longer time scales.

Motivated by these seamless prediction ideas, a new method to calibrate probabilistic
multi-model projections of climate change, based on analyses of reliability diagrams
of corresponding multi-model seasonal hindcast ensembles, was proposed by
Palmer et al. (2007). The suggested method provides constraints, necessary but not
sufficient, for improving the reliability of probabilistic regional anthropogenic climate
change projections of variables affected by atmospheric circulation. It is found that
the impact of the calibration is particularly large for precipitation projections over
Europe.
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