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3 Introduction 
This analysis of existing technical solutions forms a deliverable for WP300 of CHARMe, the requirements 
analysis.   This is primarily concerned with data models and concepts rather than specific software 
implementations.   
 
The WP300 description provides a list of five key areas that make the focus of this study:    
 

1. A survey of existing data models that capture different aspects of Commentary metadata. These 
will include ISO standards (particularly ISO 19157 [2] and Observations and Measurements [3]) 
plus community-specific models such as MOLES [9], the Metafor Common Information Model [4] 
and GeoViQua’s information model [5]. 

2. A survey of current and planned mechanisms for data citation. This will be vital for associating 
Commentary metadata unambiguously with their parent dataset. 

3. A survey of best practices for linking together diverse and geographically distributed sources of 
information, particularly focusing on the Linked Data community. 

4. A survey of existing projects that are addressing similar problems and collation of their outputs 
and conclusions. 

5. A survey of current practice in data archives regarding the handling of Commentary metadata 
and related concepts such as data quality information. 
 

An understanding of the term Commentary metadata is assumed as defined in the proposal [1]: 
1. Post-fact annotations, e.g. citations, ad-hoc comments and notes;  
2. Results of assessments, e.g. validation campaigns, intercomparisons with models or other 

observations, reanalysis;  
3. Provenance, e.g. dependencies on other datasets, processing algorithms and chain, data source;  
4. Properties of data distribution, e.g. data policy and licensing, timeliness (is the data delivered in 

real time?), reliability;  
5. External events that may affect the data, e.g. volcanic eruptions, El-Nino index, satellite or 

instrument failure, operational changes to the orbit calculations.  
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4 Existing Data Models 
In this section we review a number of existing data models which capture different aspects of 
Commentary metadata.  There is some overlap between this section and the section on Existing projects.  
Where a project has developed or applied an existing model it is described here.  The related application 
of the model in terms of software implementation and deployed infrastructure is described in the 
equivalent existing projects section. 

4.1 ISO19115 
The ISO19115 [6] standard for geographic information metadata identifies five goals. These are largely 
oriented around data producers: to assist them in categorizing their data, facilitate its organisation and 
management and enable its discovery by users and to help users to assess and evaluate its suitability.  
There are a number of packages that directly address the different aspects of Commentary metadata 
outlined above. 

4.1.1 Identification information 
This provides details for citing the target of the metadata: an abstract, the purpose, credit etc. It enables 
users of the data to cite the resource but not to find links to external citations made about the resource. 

4.1.2 Provenance 
LI_Lineage class can be used in conjunction with the Dataset responsible party and the Data Quality 
package to trace provenance information for these respective areas. 

4.1.3 Distribution Information  
This can include licensing and policy information. 

4.1.4 Quality Information 
The standard provides the capability to record quality information. A given resource DQ_DataQuality 
instance is associated with an MD_Metadata record. The former is composed of DQ_Scope, LI_Lineage 
and DQ_Element components.  
 
DQ_Element is an abstract type.  Derived types must specify at least one result to the quality evaluation 
being recorded and may also provide information about the method used and date or date range over 
which it was executed.   A number of derived types are specified for example, 

 Completeness,  

 Thematic accuracy,  

 Logical consistency,  

 Temporal accuracy, 

 Positional accuracy. 
 
The use of ISO19115 has been widely adopted for discovery metadata. However, the standard is broad 
and consequently is open to interpretation for any given use case.  In practice, profiles of the standard 
have been adopted to better facilitate interoperability but this also has the effect of narrowing the scope 
of the information that can be shared. The EU INSPIRE directive requires data discovery based on the 
ISO19115/19119 Application Profile (metadata for geographic information) with a definition of core 
metadata elements from this required for INSPIRE compliance.   
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4.2 ISO19157 
The recent ISO19157 standard augments and improves upon the quality package defined in ISO19115.  
Information about how a given quality measure was created can be set in a separate 
DQ_EvaluationMethod class which is an attribute of DQ_Element. 
 
The concept of Metaquality is also introduced.  Rather than addressing the datasets themselves, 
metaquality information provides quantitative and qualitative statements about a given quality 
evaluation and its result.  These are characterized as confidence, representativity and homogeneity. 
 
 Additional specializations to DQ_Element are defined including DQ_UsabilityElement which can be used 
to indicate the suitability of a dataset, for various identified usages or to declare its conformance to a 
particular specification. 

4.3 O&M 
The Observations and Measurements standard is built on the concept of an Observation (Fowler, 1998).  
It defines a conceptual schema for observations and for artefacts involved in sampling when making 
observations.  An Observation is defined as an action occurring at a discrete time instance or period that 
results in the assignment of a feature property value using a designated procedure.  In order to more fully 
understand this it is necessary to examine what is meant by a feature property.  Firstly, feature’s [10] and 
[11] represent an abstraction of real-world objects. Consequently a portion of the real world is modelled 
in terms of features together with their properties.  A feature may occur as a type or an instance. Feature 
types are equivalent to classes and feature instances are equivalent to objects in object-orienting 
modelling. 
 
An example could be an observation of sea surface temperature.  The feature of interest is the sea 
surface.  The observed property is the sea surface temperature.  Some procedure is executed to obtain a 
result e.g. (A)ATSR instrument in a satellite overpass.  The result is an estimate of temperature. 
 
O&M holds the concept of quality information inherently since it includes the process by which an 
estimation of the observed property is obtained. 
 
The Observation class as defined in the model has two attributes which are of particular relevance to 
CHARMe.  Firstly, the resultQuality attribute can hold quality information about the result.  Secondly, an 
observation may have any number of related observations.  An ObservationContext has a role which sets 
the relationship of a given related observation i.e. is the related observation an input or an output?  This 
enables provenance information to be associated. 
 
A quality assessment itself could be considered conceptually as an observation within the O&M model.  
The quality assessment is applied to a feature of interest, a dataset.  The observed property of the 
dataset is some data parameter.  The observation is to provide an estimate of uncertainty of that 
parameter, the procedure is the method used to calculate the uncertainty. 
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4.4 GeoViQua 
GeoViQua is an EU FP7 project which is examining the issues around data quality for EO data and how to 
represent data quality information.  GeoViQua builds on the guidelines established by QA4EO1 within the 
context of GEOSS. 
 
Based on their research findings, a model has been developed which is itself comprised of two 
complementary data models [5].  The first builds closely from ISO 19115 and ISO 19157 and primarily 
aimed at addressing the needs of data producers.  The second, a user quality model was created as a 
response to user comments that they value information from studies done by their peers as well as the 
information provided by the data producer. 
 
This second model supports feedback in the form of text comments, rating information, reference to 
related publications and the ability to record newly discovered problems with the data in question.  The 
key classes are GVQ_FeedbackTarget to represent the subject of the feedback being recorded and 
GVQ_FeedbackItem, the feedback item itself.  A notable feature is that there can be multiple feedback 
targets, as described in the comments in Figure 1.  
 
A key feature of the data producer model is an extension to ISO 19157 to support the incorporation of 
terms from UncertML.   This addresses a shortcoming in the standard in that it does not provide a 
complete and self-consistent statistical definition of quantitative uncertainty. 
 

                                                           
1 http://qa4eo.org  

http://qa4eo.org/
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Figure 1: GeoViQuq User Feedback Model 
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4.5 MOLES 
MOLES (Metadata Objects for Linking Environmental Sciences) [9] is an information model for describing 
metadata covering a broad range of applications within multiple disciplines. These are mainly, but not 
limited, those within the earth and physical sciences. MOLES is primarily of use to consumers of data, 
especially in an interdisciplinary context. It allows them to establish details of provenance, and to 
compare and contrast such information without recourse to discipline-specific metadata or private 
communications with the original investigators.  
 
The model was originally developed within the Natural Environment Research Council (NERC) Data Grid 
project (NDG) to fill a missing part of the ‘metadata spectrum’ [8]. Its aim was to facilitate the use of data, 
which is increasingly being shared, exchanged and frequently used for purposes other than those for 
which it was originally intended.  The current version of MOLES, version 3.4, is built entirely on ISO 19100 
series geographic information standards, particularly the ISO 19156 Observations and Measurements 
(O&M) standard [9].    
 
In the development of MOLES3.4 schema the concept of the observation has a central place and ISO 
19156 serves as the base standard from the ISO 19100 series. Following this approach the data which 
MOLES is aimed at describing is always considered as observation results and the observation together 
with its properties provide relevant metadata. 
 
Of particular importance for the development of MOLES3.4 model was the concept of a feature [10][11].  
The data, which MOLES is aimed at describing, consists of numbers, terms or other symbols assigned to 
feature properties utilising a particular technique (i.e. appropriate tools and methods to produce the 
data).  These feature properties represent the knowledge of things we are interested in, their realisation 
(i.e. values) represents the data (i.e. instances of feature properties) whereas the numbers, terms or 
other symbols are the data portray.  
 
The data can either represent estimates of feature properties, and thus it is associated with an estimation 
error, or exact values assigned by some authority. As a result the technique utilised to serialise the 
feature properties is of a great importance for the use of the data as it determines its accuracy and 
sensitivity (i.e. it is part of the data quality).  
 
MOLES can also be of use to the custodians of data, providing an organising paradigm for the data and 
metadata. This is how it is being deployed in the Centre for Environmental Data Archival, CEDA. 

4.6 Metafor Common Information Model 
Metafor was an EU FP7 project whose aim was to capture metadata associated with climate simulations 
run by the various modelling centres participating in CMIP5 (Coupled Model Intercomparison Project, 
Phase 5)2.  A Common Information Model (CIM) was developed to represent the information about the 
climate models and the associated software. This information was collected using a web-based 
questionnaire application which was made available for access by all the modelling groups.  
 
As of version 2.0, the CIM has been restructured based on O&M. It CIM includes a Quality Package which 
draws on concepts from the ISO19115 Quality package but adds the concept of the resolution of quality 
issues.  The CIM_QualityResolution class enables the encoding of information about how a given quality 
issue has been resolved. 
 

                                                           
2 http://pcmdi-cmip.llnl.gov/cmip5/ 

http://pcmdi-cmip.llnl.gov/cmip5/
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Figure 2: Metafor CIM Quality Package 

4.7 UncertML 
UncertML is a conceptual model for describing probabilistic uncertainty.   The model follows a fairly flat 
simple structure dividing terms for uncertainty under three abstract classes: Samples, Statistics and 
Distributions. 

 Samples: this caters for situations where and the uncertainties of the data are not fully 
understood and it is only possible to obtain a sample of the data. 

 Statistics: for the representation of summary statistics including measures of range of location - 
e.g. mean - or dispersion – for example standard deviation. 

 Distributions: probability distributions.  
The flat structure of UncertML makes suitable for incorporation into other systems for example as part of 
a vocabulary or within the context of the NetCDF-U [7], a mechanism under development for annotating 
NetCDF variables according to the UncertML model. 
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4.8 Conclusions 
The role of ISO 19115 is significant given its adoption within in INSPIRE and GEOSS (Global Earth 
Observation System of Systems), also consequently ISO 19157 since it builds and improves on the quality 
package from ISO 19115.  However, its application has been almost exclusively in the context of the data 
producers.  Nevertheless, classes from the Quality package could be re-used as part of CHARMe 
conceptual model particularly as a basis to represent structured metadata.   Work from the GeoViQua 
project has shown that this is possible but it has also been necessary to make completely new classes to 
model a system of user feedback and notably the ability to record citations.  The CIM quality package only 
loosely references the ISO19115 equivalent.  For CHARMe, further analysis of the applicability of these 
models will be needed once the user requirements have been finalised. 
 
GEOSS brings together discovery data from a number of sources into a clearinghouse data catalogue.  A 
survey carried out for GeoViQua [5] showed that whilst ISO 19115 records can support the inclusion of 
quality information the population of such data remains an issue.  Less than 20% of all metadata records 
contained any quality information. 
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5 Mechanisms for Data Citation 
In order to annotate a given target with CHARMe metadata, the target must have an identifier.  This must 
have the following characteristics.  It must be: 

1. Unique across a global address space.   
2. Referable, i.e. The identifier must resolve to the target 
3. Stable: point consistently to the intended target 
4. Persistent: it must be available for an agreed period of time 

 
DataCite is a non-profit organisation that provides a standard mechanism for citing datasets.  This 
extends the established use of DOIs (Digital Object Identifier) in traditional academic publishing.  It uses a 
metadata model that is generic across research domains and defines five mandatory attributes.  A DOI 
must point to a landing page (open resolution target) for the target.  No minimum lifetime is mandated 
for the DOI and in fact there may be some cases where the dataset has to be removed immediately after 
it’s had a DOI assigned (for example if it’s discovered that it contains sensitive data). 
 
DataCite hosts an open metadata store from which DOIs can be searched and accessed over a web-based 
interface.  DataCite as an organisation claims no legal right over content and the metadata itself must be 
available under CC0 (Creative Commons 0).  Funding comes through membership fees.  Allocation of DOIs 
is delegated to Allocating Agents who give authority to other third parties to mint DOIs.  These third 
parties must comply with contractual obligations in return.  For example, the British Library is an 
Allocating Agent and gives authority to NERC as a DataCite member to create new DOIs. 

5.1 Advantages 
1. The DataCite approach meets all four criteria outlined above for identifiers.  In addition, 

organisation through a responsible authority DataCite, provides governance and accountability 
enforced through contractual arrangements between the governing body and organisations 
creating DOIs.   DOIs can act as an incentive to scientists for making their data public: by assigning 
a DOI, it provides a standardized means for others to cite it. 

5.2 Problems areas 
1. Publication date: DOIs are predicated on a fixed publication date for which the target necessarily 

becomes an immutable entity.   In the case of datasets this may be open to some ambiguity.  As a 
guideline, it is interpreted as the point at which the data was completed.  In the case of NERC 
datasets, for the most part the publication date will be the date that the data was completed and 
made available. So the publication date is the date that the DOI was assigned, and the DOI only 
gets assigned when the dataset is complete..   In some cases, the two will not agree.  For 
example, a dataset is completed but access is restricted to a PI and their co-investigators for a 
limited period prior to being made more widely available.  

2. Granularity: what constituents a dataset can vary widely across scientific disciplines, instrument 
types and so on.  Also data may be organised in a hierarchy.  It can difficult to determine what to 
set as the target of a DOI.  Different domains are resolving this problem in their own ways to best 
meet the needs of their respective communities. 

3. Changes to datasets.  Problems arise considering cases where a dataset is not static.  Examples 
include corrections to errors in a dataset that has already been published, or where a dataset is 
being continually added to and grown.  There are a number of possible strategies but there is 
wide scope for differences in interpretation between data providers. However, information on 
versioning of datasets is captured in the DataCite metadata schema. 
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5.3 Similar technologies 
 PURLs (Persistent Uniform Resource Locator)3: take advantage of the HTTP protocol’s ability to 

redirect from one URI to another.  The concept is along the lines of an alias.   A more permanent 
URL or PURL, can be assigned as an alias to a given resource whose existing URI is more 
transitory.  Clients can maintain access via the PURL even though the underlying resource URI 
may change.  PURLs have the advantage that they are non-proprietary.  However, they don’t have 
contractual arrangements or the same oversight and governance in place as for DOIs. 

 Handle System4: provides a global name service upon which DOIs are based.  The DOI system 
provides additional functionality and services including a data model and a system of policies and 
procedures through a federation of Registration Agencies.  

 Discipline specific alternatives: GenBank accession numbers.  GenBank is the NIH genetic 
sequence database, an annotated collection of all publicly available DNA sequences.  It is itself 
part of International Nucleotide Sequence Database Collaboration.  Accession numbers are 
assigned to data when it is entered into the collection.  These are made up of a series of 
alphanumeric prefixes.  Each prefix has a specific meaning. 

5.4 Example Implementations 

5.4.1 NERC 
The Natural Environment Research Council has created a set of guidelines for the creation and 
management of DOIs for both scientists and data centres [13][14].  These provide a set of criteria for the 
assignment of DOIs and the respective responsibilities of the data owner and the data centre hosting the 
data. 

5.4.2 NCAR Research Data Archive  
The RDA defines a set of rules for the handling of DOIs for datasets from five use cases.  These include the 
creation and removal of a dataset, managing small changes or corrections and handling the case where a 
dataset is growing.  This is managed through a combination of DOIs themselves, internal version control, 
date and time stamps [19]. 

5.5 Conclusions 
The practice of assigning DOIs to datasets is growing and gaining momentum.   This will greatly assist the 
research community.  The ability cite datasets enables traceability and for the results of experiments and 
analysis work to be reproducible.  However, as identified, there are number of areas where there is room 
for ambiguity in how DOIs are assigned and managed.  It will take some time for the various communities 
to establish a common best practice.   However, it is worth considering that data citation is relatively 
new.  DataCite was founded just over three years ago in Dec 2009.  The implications for CHARMe are 
positive.  Looking to the future it will become easier to reference datasets and associate commentary 
metadata.   There is a risk that differing practice for the management of DOIs between different 
producers may results in a lack of clarity for users.  On a more positive note, DataCite provides a forum 
for users to discuss and resolve these issues, so that discrepancies in DOI usage don’t grow too large.  
Standard practice for the form of words for the citation is defaulting to the DataCite recommendation. 
The target of the citation will vary according to the research domain, but arguably it is acceptable and to 
be expected that the specific research community norms take precedence here. 
 
 
 

                                                           
3 http://purl.oclc.org/  
4 http://www.doi.org/factsheets/DOIHandle.html  

http://purl.oclc.org/
http://www.doi.org/factsheets/DOIHandle.html
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6 Data Linking 
The term Linked Data refers to a set of best practices for publishing and interlinking structured data on 
the Web. These best practices were introduced by Tim Berners-Lee in his Web architecture note Linked 
Data [15] and have become known as the Linked Data principles. These principles are the following: 

1. Use URIs as names for things. 
2. Use HTTP URIs, so that people can look up those names. 
3. When someone looks up a URI, provide useful information, using the standards (RDF, SPARQL). 
4. Include links to other URIs, so that they can discover more things.5 

 
Alongside the four principles the word structured is key: the web can be considered as a collection of 
unstructured documents.  Moving to a Linked Data approach, the web becomes a database. i.e. it 
contains structured content which has relationships between it.  URIs as well as being referable can be 
assigned to anything or abstraction or a real world entity.   
 
Relationships between entities are expressed in terms of the simple 3-element triple, a core concept of 
the RDF (Resource Description Framework) model: 

1. Subject – the resource being described 
2. Predicate – the relationship between the subject and object 
3. Object – a literal or a URI to some other resource to which the subject has a relationship as 

described by the predicate. 
 

The triple has a structure analogous to a basic sentence structure.  For example, 
 

Subject Predicate Object 

Jon Is a Person 
Jane  Is a Person 
Jon Knows Jane 

Jane ’s hobby is Gliding 

 
Triples can be serialised in any of a number of formats including XML and RDF/JSON.  In Turtle format the 
third example above becomes: 
 

 

@prefix foaf: <http://xmlns.com/foaf/0.1/> . 
 
<http://resc.reading.ac.uk/people/jon>  foaf:knows  
     http://resc.reading.ac.uk/people/jane 
 

 
Triples themselves may be stored in a repository called a Triple Store.  See the following section 6.3.1 for 
a discussion of the different implementation approaches and example packages).  It is important to note 
though that triples may reference other data sources on the Web.  This is an important principle: 
individual collections of information are joined into a global web of data. 
 
Whilst RDF enables pieces of information to be linked it places no constraint over the terms used or how 
they relate to one another i.e. a data model. This can be defined by the use of taxonomies, vocabularies 
and ontologies each can be thought of as building on or extending the functionality of the other.  They 
can be expressed respectively using SKOS (Simple Knowledge Organization System) [16], RDFS (the RDF 

                                                           
5 http://linkeddatabook.com/editions/1.0/#htoc8  

http://linkeddatabook.com/editions/1.0/#htoc8
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Vocabulary Description Language, also known as RDF Schema) [17] and OWL (the Web Ontology 
Language) [18].  SKOS is a vocabulary for expressing conceptual hierarchies, or taxonomies, whilst RDFS 
and OWL provide vocabularies for describing conceptual models in terms of classes and their properties. 
 
SKOS allows the creation of taxonomies; RDFS and OWL allow reasoning of implicit relationships between 
terms.  RDFS enables this by the definition of relationships between classes and between properties.  For 
any given triple, a reasoning engine can infer further relationships by checking against the vocabulary.  
OWL extends this capability further with the additional primitive types to test for equivalence of classes 
and properties.   The RDF data model is flexible so that data can be tightly or loosely structured. 

6.1 Open Annotation 
Open Annotation is an interoperable framework for creating associations between related resources and 
annotations.  It conforms to the architecture of the WWW built on a Linked Data approach.  An 
Annotation can be considered a set of connected resources, typically including a body and target.  The 
target is the subject of the annotation and the body is some form of information with which the subject is 
to be associated.   
 

 
 

Figure 3: Open Annotation high level view 

The model is flexible.  An annotation can have a body of any type or even in some cases not include a 
body at all.  The body and target in fact don't have distinct classes because the body of one annotation 
can be assigned to the target of another.  This allows a chain of annotations to be created much in the 
same way as a thread of discussion in an online forum.  The classification of the body as a separate entity 
from the annotation is key and greatly enhances the flexibility of the framework. 
 
Class hierarchies can be represented and changed later unlike a fixed-schema approach.  This has 
consequences for querying: you can for example query for “all annotations about documents of any 
type”. To do the equivalent in SQL would require listing all the types of documents explicitly in the SQL 
query. 
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The motivation behind an annotation can also be recorded and this is governed by vocabulary of terms to 
classify the types of motivation for example, bookmarking, classifying, commenting, describing, editing, 
highlighting, and questioning.  
 
Version 1.0 of the specification has recently been released as a W3C Community Draft.  Implementations 
already exist including MapHub6, a web-based application for annotating historical maps.  

6.2 Ontologies and Vocabularies 
In order to ensure interoperability in the Linked Data world, it is necessary to use common ontologies and 
vocabulary definitions.  These ensure that the use of terminology is consistent across systems.  This 
section contains a number of ontologies that are relevant to CHARMe, although we are currently 
investigating this area further. 

6.2.1 Ontologies for Existing ISO Standards for Geospatial Data 
The ISO/TC 211, Geographic information/Geomatics is responsible for the ISO geographic information 
series of standards.  A rule set to encode Application Schema and conceptual models from ISO 19100-
series into OWL [20][21] is under development for ISO 19150-2.  This is currently at Committee Draft.  
Preliminary work has been carried out for resources as part of the SEEGrid7 project in Australia. 
 
The Landmap project in the UK also has ontologies for geospatial data including a representation of 
ISO191158. 

6.2.2 Data Cube Ontology 
This ontology is targeted at the representation of multi-dimensional data and despite the name, is not 
restricted to three dimensions.  It is modelled on the concept of observations (data values), and 
dimensions.   It provides a means for referencing slices of data i.e. subset of a given multi-dimensional 
space.  Given these characteristics it is clearly applicable to geo-temporal datasets.  It’s based on SDMX, a 
model for statistical data exchange. 

6.2.3 FOAF9 (Friend of a Friend) 
Describes people (with properties such as first name, last name, email address etc) and their relationships 
to each other (e.g. recording that one person knows another).  

6.2.4 Dublin Core10 
The Dublin Core ontology11 defines high-level metadata elements such as “creator”, “description” and 
“title”.  Use of this ontology is very common in Linked Data. 

6.2.5 CiTO 
CiTO12, the Citation Typing Ontology, is an ontology for the characterization of citations, both factually 
and rhetorically.  It forms part of SPAR, a suite of Semantic Publishing and Referencing Ontologies.  It 
describes the relationship of publications to each other (e.g. “publication A refutes publication B”).  
Through email conversation with Dr David Shotton, we have confirmed that CiTO can be used to describe 
the relationships between publications and datasets (e.g. “publication A is the canonical description of 

                                                           
6 http://maphub.github.io/  
7 https://www.seegrid.csiro.au/wiki/Main/WebHome  
8 http://www.landmap.ac.uk/index.php/Projects/Linked-Data/Vocabularies 
9 http://xmlns.com/foaf/spec/  
10 http://dublincore.org/specifications/  
11 http://dublincore.org/documents/dc-rdf/  
12 http://purl.org/spar/cito/ 

http://maphub.github.io/
https://www.seegrid.csiro.au/wiki/Main/WebHome
http://www.landmap.ac.uk/index.php/Projects/Linked-Data/Vocabularies
http://xmlns.com/foaf/spec/
http://dublincore.org/specifications/
http://dublincore.org/documents/dc-rdf/
http://purl.org/spar/cito/
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dataset B”, or “publication A describes an issue with dataset B”).  CiTO is therefore likely to be highly 
relevant to CHARMe. 

6.2.6 SWEET ontologies13 
SWEET (Semantic Web for Earth and Environmental Terminology) is a set of nine ontologies, best 
illustrated by the figure below from their website: 
 

 
 

Figure 5: SWEET ontologies 

SWEET is a middle-level ontology; most users add a domain-specific ontology using the components 
defined here to satisfy end user needs.  These could be relevant to CHARMe, particularly the descriptions 
of “what is being measured”.  There is a mapping to the Climate and Forecast standard names (see next 
section). 

                                                           
13 http://sweet.jpl.nasa.gov/ontology/  

http://sweet.jpl.nasa.gov/ontology/
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6.2.7 Climate and Forecast (CF) standard names 
Roy Lowry, Adam Leadbetter and others at the British Oceanographic Data Centre have created a server 
for Climate and Forecast standard names, together with a SKOS thesaurus describing the relationship 
between the terms. These are served through a vocabulary server (http://vocab.nerc.ac.uk/), which has a 
SPARQL endpoint (http://vocab.nerc.ac.uk/sparql).  

6.2.8 OBOE14 
From their website: “OBOE is a suite of OWL-DL ontologies for modelling and representing scientific 
observations.  The OBOE model is designed as a generic data model with a number of constructs for 
defining observational data. Key features of OBOE include its ability to represent a wide range of 
measurement types, a mechanism for specifying measurement context, and the ability to associate the 
type of entity (e.g., sample, organism, etc.) being measured.  OBOE is being used and developed within 
the Semtools project for describing a wide variety of ecological data stored within the Knowledge 
Network for Biodiversity (KNB) as well as extensions for ontology-based data annotation and discovery 
within the MetaCat software infrastructure.” 
 
The level of adoption of OBOE is not yet clear, but this could provide a means to link annotations to 
particular observations. 
 

6.3 Architectural Considerations and Example Software Implementations 
This section considers technologies for the storage of RDF triples and interfaces for querying and adding 
and deleting data. 

6.3.1 Persistence Layer 
Storage for triples falls into two main categories: traditional relational databases and native triple stores.  
The former provides a façade with SPARQL interface to enable the addition of new triples and querying. 
D2R15 is one example that has been used with the R2R project (See section 7.5).  Performance is reported 
to be good with it scaling up to tens of thousands of triples. A mapping file maps between the RDBMS 
structure and triples (table:column to RDF class/attribute). Using this approach however may be more 
brittle however since any alteration of the relational database structure will require a corresponding 
update to the mapping file. 
 
The Europeana16 report notes that, “RDF store development goes into the direction of native stores”. 
Many benchmarks17 have been published but in most cases native stores better than their database-
backed counterparts. Multiple Open Source implementations are available but it appears that Jena TDB18 
or Sesame19 would meet the requirements.  BigData20 is another example.  Initial trials with Jena have 
shown for this project it to be simple to install and configure.  There are indications that it that its 
performance is good21.   Jena can be augmented with its LARQ module22, based on Lucene.  This is used to 

                                                           
14 https://semtools.ecoinformatics.org/oboe  
15 http://d2rq.org/d2r-server 
16 http://eprints.cs.univie.ac.at/2833/1/europeana_ts_report.pdf 
17 http://www.w3.org/wiki/RdfStoreBenchmarking 
18 http://jena.apache.org/documentation/tdb/ 
19 http://www.openrdf.org/ 
20 http://www.bigdata.com/  
21 http://wifo5-03.informatik.uni-mannheim.de/bizer/berlinsparqlbenchmark/results/V7/index.html 
22 http://jena.apache.org/documentation/larq/ 

http://vocab.nerc.ac.uk/
http://vocab.nerc.ac.uk/sparql
https://semtools.ecoinformatics.org/oboe
http://d2rq.org/d2r-server
http://eprints.cs.univie.ac.at/2833/1/europeana_ts_report.pdf
http://www.w3.org/wiki/RdfStoreBenchmarking
http://jena.apache.org/documentation/tdb/
http://www.openrdf.org/
http://www.bigdata.com/
http://wifo5-03.informatik.uni-mannheim.de/bizer/berlinsparqlbenchmark/results/V7/index.html
http://jena.apache.org/documentation/larq/
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create an index for textual search of the triples.  This approach has also been applied using Apache SOLR23 
for the BBC’s World Service archive prototype24. 

6.3.2 Interfaces to Data Store 
SPARQL provides a standard for querying, adding and deleting triples from a given data store.  Most 
implementations provide a SPARQL endpoint over HTTP.  However to best exploit it, it requires specialist 
knowledge both of the syntax and data structure being queried.  The linked-data-api25 addresses this by 
defining a set of specifications to support the creation of simple RESTful APIs over RDF triple stores.  This 
enables web service clients to be implemented in order to perform simple queries and other operations 
over the data store.  Another alternative approach would be to overlay an OpenSearch26 interface as a 
convenient means for querying.  
 
However, SPARQL itself as of version 1.127 includes a REST interface with the GRAPH Store HTTP 
protocol28.  There are a number of other new useful features that have been added: 

 Query Results JSON Format29, CSV and TSV Formats30 and an update of Query Results XML 
Format31 

 Federated Query32 specifies an extension for executing queries distributed over different SPARQL 
endpoints.   It may be possible to exploit this in order to implement the federated CHARMe node 
architecture envisaged in the original CHARMe proposal document.  This also may well have 
implications for how well CHARMe can scale 

 
The adoption of SPARQL as the access protocol to the store would provide the ability to easily switch 
from one implementation to another. 
 
Lorestore33 developed by the University of Queensland provides a web interface and REST API over a 
triple store.  It supports Sesame and Jena for the backend store.  It has been developed for arts and 
humanities community as part of AustESE34, the Australian Electronic Scholarly Editing project.  
Importantly, it provides an implementation of Open Annotation making it is directly applicable to 
CHARMe. 
 
The UK Linked Data Registry35 has been developed out of the needs expressed of a number of UK groups 
including the UK Location programme to provides an authoritative register of resources to help 
coordinate their information publishing.  The software overlays a triple store providing an easy to use 
web interface and a registry system which enables the storing of provenance information.  

                                                           
23 http://lucene.apache.org/solr/ 
24 http://www.bbc.co.uk/blogs/researchanddevelopment/2012/11/developing-the-world-service-a.shtml  
25 http://code.google.com/p/linked-data-api/wiki/Specification 
26 http://www.opensearch.org/Home 
27 http://www.w3.org/TR/sparql11-query/ 
28 http://www.w3.org/TR/2013/REC-sparql11-http-rdf-update-20130321 
29 http://www.w3.org/TR/2013/REC-sparql11-results-json-20130321 
30 http://www.w3.org/TR/2013/REC-sparql11-results-csv-tsv-20130321 
31 http://www.w3.org/TR/2013/REC-rdf-sparql-XMLres-20130321 
32 http://www.w3.org/TR/2013/REC-sparql11-federated-query-20130321 
33 http://austese.net/  
34 http://www.itee.uq.edu.au/eresearch/projects/austese  
35 https://github.com/der/ukl-registry-poc/wiki  

http://lucene.apache.org/solr/
http://www.bbc.co.uk/blogs/researchanddevelopment/2012/11/developing-the-world-service-a.shtml
http://code.google.com/p/linked-data-api/wiki/Specification
http://www.opensearch.org/Home
http://www.w3.org/TR/sparql11-query/
http://www.w3.org/TR/2013/REC-sparql11-http-rdf-update-20130321
http://www.w3.org/TR/2013/REC-sparql11-results-json-20130321
http://www.w3.org/TR/2013/REC-sparql11-results-csv-tsv-20130321
http://www.w3.org/TR/2013/REC-rdf-sparql-XMLres-20130321
http://www.w3.org/TR/2013/REC-sparql11-federated-query-20130321
http://austese.net/
http://www.itee.uq.edu.au/eresearch/projects/austese
https://github.com/der/ukl-registry-poc/wiki
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6.3.3 User Interfaces 
Agencies, like data.gov.uk have used CKAN36 as a tool for managing and publishing collections of data and 
has not any connection with linked data.  DBpedia37 provides a good example of a user interface to 
explore triple store data. e.g. http://dbpedia.org/page/University_of_Reading  
 
Annotator38 is a specific implementation of Open Annotation.  It provides a client implemented in 
Javascript enabling it to be integrated into existing web sites.  The client accessing and stores annotations 
via a REST interface to a backend store deployed on a cloud.  The University of Queensland have worked 
with the Annotator development team to integrate Annotator and make it the frontend interface for 
Lorestore. 

6.4 Conclusions 
Linked Data conceptually forms a close fit with the objectives of CHARMe.  A central challenge for 
CHARMe is the ability to link otherwise disconnected pieces of information that users need in order to be 
able to make an assessment of the suitability of a given dataset for their required needs.   Open 
Annotation conveniently builds on a Linked Data model to show how this can be achieved. 
The creation of vocabularies for the ISO standards with the draft Geographical Information Ontology ISO 
19150 [20][21] illustrates a movement and commitment towards a Linked Data approach for geospatial 
data and the earth sciences.  Further work is needed to investigate suitable vocabularies.  CiTO looks to 
be a promising approach for data citation.   The range of work on the development of ontologies across 
disciplines is both an asset, in the range of work available for re-use and a challenge in finding the best 
candidates to integrate with the overall CHARMe model. 
  

                                                           
36 https://github.com/okfn/ckan/wiki/User-guide#what-is-ckan  
37 http://wiki.dbpedia.org/OnlineAccess  
38 http://okfnlabs.org/annotator/   

http://dbpedia.org/page/University_of_Reading
https://github.com/okfn/ckan/wiki/User-guide#what-is-ckan
http://wiki.dbpedia.org/OnlineAccess
http://okfnlabs.org/annotator/
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7 Related Projects 
This section contains a survey of existing projects that are addressing similar problems and collation of 
their outputs and conclusions. 

7.1 ES-Doc 
ES-Doc (Earth System Documentation) is an evolution of the Metafor and US Earth System Curator 
projects.  It seeks to provide tools and services to support documentation and analysis for Earth System 
modelling.  The tools and services under development include a metaprogramming language to enable 
the creation of data models through a simple JSON-like syntax and from these the generation of parsers 
in commonly used programming languages like Java and Python.   This direct binding between the data 
model and the software implementation is aimed at closing the gap between the two processes to 
facilitate a more iterative development approach. 
 
ES-Doc metadata is served from a central repository via a web service interface.  A JavaScript client has 
been developed to search and display content and since it is JavaScript it can be easily integrated with 
existing sites which host CMIP5 data.  The example below shows how the ES-Doc client has been 
integrated into an Earth System Grid Federation Node.  ESGF is a distributed software infrastructure 
developed to support access to the CMIP5 archive. 
 

 
Figure 4: ESGF Node, the foreground shows output from a query to the CIM repository.  This is generated from the ES-Doc 
JavaScript plugin.  It was invoked by selecting a link from the results of the ESGF faceted search shown in the background. 
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7.2 Quality Control for CMIP5 
Model output archives such as CMIP5 [22] enable scientists to write papers based on runs done by others 
and to perform their own scientific research. The responsible data archives have to define and to 
guarantee a certain level of data quality. This data quality assurance is especially important for climate 
model data usage in an interdisciplinary context.   The Quality Control for CMIP5 is an example of a semi-
automated process for quality assessment.  It followed a four-step process QC Levels 0-3.  These included 
spot checks on selected data, conformance checks with the Metafor CIM metadata and quality checks on 
the core data.   Once through these steps final versioning would be set and new DOIs minted.  In practice, 
the QC process proved to be difficult to implement due to the large size of the CMIP5 data archive, the 
fact that it was being continually updated and its distributed nature (QC code had to be run on a number 
of systems).  

7.3 CEDA MOLES 
CEDA MOLES is strictly speaking a specialisation of the MOLES model outlined in the earlier section on 
models.  The purpose of this section is to highlight the related software development activity.  A web-
based application is under development to enable the search and browsing of the catalogue.  A recent 
TSB-funded project HPFELD (Hosted Processing Facility for Extremely Large Datasets), exposes the MOLES 
data through an OpenSearch interface.  A RESTful scheme is used enabling individual entities such as 
observations, observation collections to be referenced by URI as well as individual datasets.  This 
broadens the range of resources that can potentially be annotated with Commentary metadata.  For 
example, it is possible to make an annotation at the level of the whole AATSR mission adding information 
about the failure of the ENVISAT satellite host platform. 

7.4 GeoViQua Geolabel 
The GeoViQua data model has been discussed earlier in the modelling section.  In another activity within 
GeoViQua, the concept of a Geolabel has been developed as a means to enable the user community to 
judge fitness of purpose for a given dataset.  This work has been co-ordinated through the Science and 
Technology Committee of the Group on Earth Observation (GEO).  The work has evolved through four 
phases of development.  In a preparatory phase user interviews were conducted with eighteen groups 
covering users and data producers.  This revealed four key informational facets. 

1. The reputation of the data producer 
2. Comments from the data producer 
3. Dataset compliance 
4. Community advice 
5. Dataset ratings 
6. Links to Dataset citations 
7. Expert value judgements 
8. Side-by-side metadata record comparison – comparing the differences between two datasets and 

quantitative quality information.  (The latter a was added for the phase 2) 
For the phase 2 work, prototype Geolabel symbols were devised drawing from similar concepts in e-
commerce such as user reviews and star ratings.  A final design was chosen based on user-feedback. 
Colours are used to represent groupings e.g. data producer, user.  Categories assert whether a piece of 
information is present or not.  A conscious decision was made to avoid asserting ratings as this was 
deemed too subjective and open to interpretation.  Data producer reputation and quantitative quality 
were the two most import factors. 
 
As the label has a simple flat structure it would be relatively straightforward to implement within 
CHARMe as a class or ontology. 
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7.5 Rolling Deck to Repository (R2R) 
R2R is a US programme to facilitate the access and archiving of cruise data.  A Linked Data approach was 
adopted for data discovery to make the catalogue easily accessible.  Summary data is made available as 
ISO 19115 records, vocabularies and mappings as a SKOS collection and the entire metadata catalogue as 
a Linked Data collection (cruises, vessels, sensors, datasets, people).   
Datasets are registered as DOIs. 
 
For the implementation, D2R Server39 was used which can map existing relational databases into RDF on 
the fly.  This also provides a SPARQL query endpoint and a browser user interface.  

7.6 Conclusions 
ES-Doc and the Metaphor CIM are important as examples from the Climate Science and modelling 
communities.  CHARMe must bring together the needs of these and the EO community.  ES-Doc has some 
points of interest with respect to the relationship between the data model and the software, the 
development process, system architecture and philosophy for the user interface.  Firstly, it attempts to 
draw together more closely the data modelling activity with the software development.  The meta-
programming package can auto-generate code from model schema.  This facilitates a more iterative 
development process where in the past there has been a tendency for the data modelling work to be too 
decoupled from software implementation.  Secondly, it uses a client-server architecture with a light-
weight JavaScript client.  In this way, it is possible to easily integrate access to the ES-Doc information in-
situ with where it is needed: deployed in existing data portals at data provider sites.  ESGF illustrates a 
good example of this. 
 
 
 
 

  

                                                           
39 http://d2rq.org/d2r-server/  
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8 Current Practice in Data Archives 
Information has been collected via interviews with representatives from five different data centres.  Six 
questions were used.  The results are tabulated on the following page. 
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Question ECMWF (Baudouin Raoult) Astrium GEO (Steve Hubbard) NASA JPL (Chris Mattman) KNMI (Ge Verver) 

1. What sort of data do 
you look after? EO, 
model output, reanalysis, 
in situ, other types... 

ECMWF's archive contains mainly 
model output and reanalysis in 
GRIB format. We also hold 
observation in BUFR and ODB (an 
internal ECMWF format). Note 
that there is a data policy attached 
to observation, that makes it 
difficult for us to redistribute. We 
keep observations in order to 
rerun numerical simulations. 

The UK Multi-Mission Processing and 
Archiving Facility (UK-MM-PAF), now 
renamed as the Operations Centre in 
Farnborough (OCF), hosts EO data from 
ESA's ERS-1, ERS-2 and Envisat missions.  
The Envisat data includes the MERIS Full 
Resolution data (MER_FR__0P) and the 
consolidated AATSR Level 0 data 
(ATS_NL__0P).The MERIS FR Level 0 data 
has been processed to Full Swath Level 1b 
(MER_FRS_1P) using the ESA supplied 
processor and then geocorrected using 
ACRI's AMORGOS (Accurate Meris Ortho-
Rectified Geo-location Operational 
Software) to generate Level 1b Full Swath 
GeoCorrected products (MER_FSG_1P).  
These products have been used as part of 
the Climate and Environmental Monitoring 
from Space (CEMS) project to produce Level 
3 biophysical products in GeoTIFF format 
over the UK area of interest, including the 
ECV's LAI and fAPAR. 

All :). We're currently building a regional climate 
modeling and evaluation system:  
 
http://rcmes.jpl.nasa.gov/  
 
That compares model output with that of EO data 
from NASA and other providers. We use reanalysis 
data in this regard too. See: 
http://rcmes.jpl.nasa.gov/rcmed/parameters 
http://rcmes.jpl.nasa.gov/rcmed/datasets  
 
Also, in one of my projects for the U.S. National 
Climate Assessment (NCA), I'm working with Dr. 
Tom Painter producing a Snow and Ice Climatalogy 
for the Western US and Alaska, and we are heavily 
using in-situ data from Dr. Painter's Western 
Energy Balance of Snow (WEBS) tower network in 
the Colorado River Basin area.  

ECA&D contains daily in-situ meteorological 
observations over Europe, climate indices 
and gridded products based from these 
observations (see www.ecad.eu) 

2. Do you control the 
data that you archive, or 
is it provided by external 
parties? 

Yes, we have full control. The EO data is provided by ESA and is 
maintained in the archive under a contract 
with ESA.  No changes to the archived data 
are made without explicit authorisation 
from ESA. The Level 3 MERIS biophysical 
products are currently stored in the EO Hub 
archive in Farnborough and the plan is 
eventually to upload these to the CEMS 
infrastructure in Harwell.  However, this is 
still a work in progress and the metadata 
schema for the Level 3 MERIS biophysical 
products has not yet been finalised. 

Both. The basic observational data are provided by 
external parties, but basic QC is performed 
within the system. The derived indices and 
the gridded products are produced by KNMI.  

3. At what level do you 
distinguish between 
different 'entities' in your 
catalogue? Is this 
different from the user 

Our archive provide direct access 
to every single field. Because of 
the size of the archive (>10**10 
fields), users can only search 
subsets, by they can browse the 

The ESA catalogue gives a breakdown based 
on Mission -> Instrument -> Product Type 
(e.g. ENVISAT -> MERIS -> MER_FR__0P).  A 
user should be able to use this 
categorisation when querying the catalogue, 

For us on RCMES, we have:  
 
Datasets [Granules - Optional]   
> Parameters      

> Time (ISO 8601)      

The daily station data and the derived 
indices are stored in MYSQL database tables, 
just like a large part of the metadata. The 
gridded daily products are stored as flat files 
(netcdf). The user has many different ways 

http://rcmes.jpl.nasa.gov/
http://rcmes.jpl.nasa.gov/rcmed/parameters
http://rcmes.jpl.nasa.gov/rcmed/datasets
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Question ECMWF (Baudouin Raoult) Astrium GEO (Steve Hubbard) NASA JPL (Chris Mattman) KNMI (Ge Verver) 

perspective (i.e. what's 
discoverable by search)? 

whole catalogue, which is 
organised in a tree fashion. 

for example when using ESA's EOLi-SA 
(Earth Observation Link-StandAlone) tool. 

> Latitude (WGS84)      
> Longitude (WGS84)      
> Value [Units]      
> [Height]  

 
In our Snow project, we have: 
 
Product Types      
> Metadata [Global, for the product type] 
      > Products  
      > Metadata [Per product instance]  
 
Our model on Snow is very much dictated by the 
Apache OODT software that we use:  
 
http://oodt.apache.org/  
http://oodt.apache.org/components/maven/filem
gr/  

to interactively access the data: selection by 
country, station, time, parameter, quality 
(blended/non-blended), aggregation level 
(month/season/year/climatology). The user 
may download the data and/or plots 
(timeseries or maps).  

4. What terminology do 
you use for these 
distinguishable entities? 
The definition of the 
word 'dataset' is not 
agreed between 
communities. Do you 
have an in-house 
definition? 

For us, a dataset is a collection of 
fields that share common 
attributes, for example the system 
that created it. Also, all fields from 
the same dataset share the same 
data policy. 

We understand dataset to refer to a single 
EO data entity, characterised by a given 
spatial extent and sensing duration (start 
and stop times).  A collection of datasets of 
the same data type would be a dataset 
series.  Note from Tom Lankester: Just to 
add to Steven's responses, 'dataset' does 
get used highly inconsistently but his 
description of datasets and dataset series in 
relation to the EO terms products and 
collections is aligned with the ISO 191xx 
definitions to ensure we use a standard 
approach to the terminology. 

We use the definition in Apache for Snow:  
 
http://oodt.apache.org/components/maven/filem
gr/development/developer.html  
 
(see the 2nd diagram for vocabulary) On RCMES, 
we use the definition above. Please find papers 
attached on Apache OODT, and on RCMES. 

I am afraid there does not exist an agreed 
terminology among the people involved in 
ECA&D. (Most development of ECA&D is 
done by scientists that combine their IT skills 
with their scientific interest in analyzing the 
climate data.) 

5. How do you handle 
versioning? Do different 
version of 'datasets' have 
different (independent) 
metadata records? 

We use versioning to label test 
and pre-operational datasets. We 
do not use versioning to label 
updates of a dataset. 

The ESA archive allows for different versions 
of the same dataset, with unique filenames 
for the datasets and distinct metadata 
records distinguished by different values for 
the software version. 

Per the Apache OODT versioning system: 
http://oodt.apache.org/components/maven/filem
gr/development/developer.html 

No, the metadata are not labeled with 
version numbers. However, a list of changes 
(from the previous version) is maintained for 
each version.  Only the previous version of 
the gridded dataset is available to the users. 
Earlier versions are archived, but not directly 
accessible for users.Regular backups are 
made of the station dataset (including the 

http://oodt.apache.org/
http://oodt.apache.org/components/maven/filemgr/
http://oodt.apache.org/components/maven/filemgr/
http://oodt.apache.org/components/maven/filemgr/development/developer.html
http://oodt.apache.org/components/maven/filemgr/development/developer.html
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metadata), but these are not made available 
to ECA&D users.   

6. In the CHARMe 
project, we aim to link 
external supporting 
information (e.g. journal 
articles, validation 
reports, ad-hoc notes) to 
climate data. At what 
level of granularity would 
it be easiest to do this in 
your data catalogue? 

At the dataset level. It would be easier for us to link external 
supporting information to the product type 
and software verion (e.g. ATSR-2 data, 
version x).  This would be the most 
appropriate level of granularity, unless a 
journal article for example was referencing 
some specific datasets, in which case the 
orbit and sensing period might be needed. 

For us, this would make a lot of sense at the 
dataset level, and/or at the Product Type level. 

Articles and validation reports could be 
linked to specific station sites, and/to 
specific elements or indices, and/or to 
specific version numbers.  

 
Centre for Environmental Data Archival, STFC (Graham Parton)                    
 
As a quick note this is how I think about things…. 
 
MOLES2 Object -------> maps to MOLES3 equivalent object 
Data Entity      -------> maps to Observation Collection 
Deployment  -------> maps to Observation 
Activity  -------> maps to Project 
 
In addition there are also the Data Production Tool and Observation Station which help to describe the process by which the data are generated. These map to objects under the MOLES3 “Process” object. 
In essence I think of things along the lines of the object I’m describing is some result (data) in the archive… this can be collection of files. The “WHAT” I’m describing is covered by the Deployment/Observation and 
may include the data’s “WHERE” and “WHEN”. 
 
Then for result the reason “WHY” the data were collected is covered by the associated Activity/Project, while the “HOW” is described by the Data Production Tool & Observation Station/Process – these might have 
their own “WHERE” and “WHEN” for the instruments/platform/computer that were operated. 
 
So, essentially, if I change the WHY, WHERE, WHEN, HOW associated with the data I’m looking at then I’m describing a different end point…. Hence a different lump of data. Thus, this is the lowest logical grouping of 
data I wish to describe as being able to be associated together that I describe in the Deployment/Observation level. 
However, that level of detail isn’t always obvious to the end user, so we end up bringing these lumps of data together to make what we would call a ‘Dataset’ – we describe this bundle in a Data Entity/Observation 
collection. I.e. a particular lump of data described by a Deployment/Observation can be part of one or more “Datasets”  - each instance covered by a different Data Entity/Observation Collection. 
 
As for your case I can see why you might want to have the Deployments/Observations describing down to the level of different versions of data – you change the processing of the data, you end up with a different 
result – i.e. a different set of files – at what level you bundle them together above this is one that can then be chosen to suit your requirements (remembering that you can also search on other parameters too, such 
as all data produced using a given instrument on a certain satellite  or for a particular reason ). 
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One last thing – keep in mind that this is the discovery metadata to help people identify the bits of data they want. Specific information about the data may also be encoded within the file, which might be the best 
place for the people to worry about the orbit number/parameter level of granularity…. I.e. I wouldn’t have (discovery) metadata records going down to that level of granularity. 
 
The things describing the WHY,WHERE,WHEN,HOW are the metadata records… which are linked to the metadata record which describes the end result in the in the archive (read this as describing WHAT we have in 
the archive). The other records describe what went into the production of the result in the archive. The WHAT record has specific info about the data itself, while the WHY,WHERE,WHEN,HOW records tell you more 
about the context of the data production. 
 
The result may be on-going. We have a number of records like this where the data are still coming in as part of a routine operation. The key thing is, though, if there has been a change in the way the data are 
produced (the HOW) then this will most likely mean you have a different result.. e.g. the science in the satellite data process chain alters meaning that the data produces are not quite comparable anymore to the 
earlier data (i.e. a change in the processing algorithm) which leads to a new version of the data.. I’d both 1) separate these new data out within the archive so I can clearly distinguish between the two sets of 
inconsistent data; and, 2) create a new Deployment/Observation record for the new version of the data…. Note, I can still point to the group of these data products from the higher up Data Entity/Observation 
Collection records by simply adding the new Deployment/Oberservation to this Data Entity/Observation Collection. 
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9 Summary 
Surveying the relevant work for this study has revealed a large body of work across the five 
areas identified.  Consequently it has only been possible to provide a sample from key 
projects and activities.   Reviewing work related to Linked Data has confirmed its close 
alignment to the objectives of CHARMe.  The Open Annotation specification builds on these 
principles to provide a framework around which users will be able to add and link relevant 
information to datasets of interest. 
 
Concerns over the use of Linked Data as a technology choice could fall into two main 
categories: it’s maturity for the target application domain and the performance of 
implementations, particularly search and retrieval of information from triple stores.  The 
data.gov.uk initiative has given considerable momentum to Linked Data movement in recent 
years.  This has spread to the Earth sciences domain with R2R one of a number of examples.  
With the practical demonstration of these technologies, there is also associated software 
and tooling available much of which is Open Source.    
 
These developments go some way to address both the concern about maturity and 
performance: it has been demonstrated to work.  Even so, further research is needed, 
especially to identify relevant ontologies for use with CHARMe.  This has a risk associated 
with it since there are a number of related application domains where there are relevant 
ontologies and there may be cases where there is overlap or competing models.  Choosing 
existing ontologies with widespread uptake is important as it provides greater scope for the 
interoperability of CHARMe metadata and consequently it’s more widespread uptake in 
third party applications. 
 


